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Abstract—Rapid expansion of remote sensing (RS) image
archives necessitates the development of advanced content-based
image retrieval (CBIR) methods to effectively organize and access
high-dimensional visual data. Deep metric learning, particularly
with triplet loss, has shown promising results in retrieval tasks by
embedding semantically similar images closer in feature space.
However, conventional fixed-margin triplet loss functions are
inadequate for multi-label RS archives, where high intra-class
variability and inter-class similarity is observed. These limitations
often result in ineffective training due to the dominance of
trivial triplets and the zero-loss problem. In this work, we
propose a novel multi-label adaptive triplet learning approach
for CBIR in RS archives. The proposed method introduces an
adaptive margin approach that dynamically adjusts the triplet
loss margin based on the hardness of each sample, computed
as the difference between anchor-positive and anchor-negative
distances. This adaptive strategy enables the model to focus on
informative (hard) triplets and suppresses the influence of trivial
ones, leading to more discriminative feature embeddings. We
evaluate our proposed approach, on two challenging multi-label
RS archives: MLRSNet and UCMerced. Experimental results
demonstrate that the proposed method consistently outperforms
fixed-margin triplet loss and several state-of-the-art CBIR ap-
proaches, particularly in retrieval accuracy and robustness. These
findings confirm the effectiveness of adaptive margin learning in
handling the complexities of multi-label RS image retrieval.

Index Terms—Content-based image retrieval (CBIR), remote
sensing, deep metric learning, multi-label image retrieval, triplet
loss, adaptive margin.

I. INTRODUCTION

Advancements in remote sensing (RS) technology have led
to the accumulation of vast amounts of high-resolution im-
agery. Efficient management and retrieval of relevant contents
from such massive archives is a challenging task to perform.
Traditionally, content-based image retrieval (CBIR) methods
in RS have relied on hand-crafted features obtained from

color histograms, texture descriptors (e.g., GLCM), and local
descriptors like scale-invariant feature transform (SIFT) and
local binary pattern (LBP) [1] [2]. Although these conventional
methods showcased outstanding performance, they often failed
to capture the complex semantic information inherent within
the RS images, especially under variations in viewpoint, scale,
and illumination.

With the rise of deep learning, CNN-based methods have
shown superior performance in image representation and re-
trieval tasks. In particular, deep metric learning that considers
triplet loss has demonstrated efficient performance, as it allows
learning of an embedding space where semantically similar
images are closer together and dissimilar ones are farther apart
[3], [4], [5]. The traditional triplet loss function trains on
image triplets (anchor, positive, negative), aiming to reduce
the distance between the anchor and positive images while
increasing the distance to the negative image by at least a
margin [6].

However, a key limitation of the traditional triplet loss is its
use of a fixed margin to separate positive and negative pairs.
This is challenging when considering multi-label RS image
archives, where images often share some semantic content.
For example, an image labeled with both ”river” and ”forest”
may still be semantically similar to an image labeled only
”forest.” In such cases, a fixed margin may lead to over-
penalizing meaningful similarities or under-emphasizing subtle
differences [7]. Additionally, fixed-margin triplet loss suffers
from the zero-loss problem, where several triplets become
non-informative (i.e., already satisfy the margin condition),
leading to slow convergence and limited feature discrimination
[8]. These issues are particularly pronounced in RS imagery,
where high intra-class variability and inter-class similarity are
common.
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Fig. 1. Triplet training using adaptive margin triplet loss highlighting the
margin change for hard triplets. (A,P1, N1) and (A,P2, N2) are trivial
triplets whereas (A,P3, N3) is a hard triplet. After trained using our adaptive
margin triplet training approach, negative image N3 will be pushed away from
the anchor A and positive image P3 will be pulled closer to anchor image
A.

To overcome these limitations, we propose a novel multi-
label adaptive triplet learning approach to perform CBIR from
RS image archives. Instead of a static margin, we employ
an adaptive margin based on the relative hardness of each
triplet—measured by the difference between the distances of
anchor-positive and anchor-negative pairs (see Fig. 1). This
encourages the model to focus on hard and informative ex-
amples while ignoring trivial ones. By dynamically adjusting
the decision boundary, our method is better suited for multi-
label retrieval scenarios. We evaluate our proposed approach
on two multi-label RS benchmark archives: MLRSNet [9] and
UCMerced [10] land use archive. Our approach consistently
outperforms fixed-margin triplet loss and other baseline re-
trieval methods, demonstrating its effectiveness for learning
robust embeddings in multi-label RS settings. The key contri-
butions of our work are three-fold:

• We propose a novel adaptive-margin triplet learning
framework tailored for multi-label CBIR in RS image
archives.

• We propose a hardness-aware margin adjustment strategy
to improve retrieval performance and learning efficiency.

• We validate our method on two benchmark RS archives,
showing significant improvements over traditional metric
learning approaches.

The remainder of this paper is organized as: Section II
provides the state-of-the-art of the proposed work, Section
III details about the novel triplet learning approach proposed,
Section IV provides the description of the experiments, Section
V presents the experimental results and finallt, section VI
concludes the work.

II. RELATED WORK

Triplet-based deep metric learning has become a widely
adopted framework for content-based image retrieval (CBIR),
enabling the learning of an embedding space where seman-
tically similar images are positioned closer together while
dissimilar ones are pushed farther apart. Earlier works such

as Siamese networks proposed by Bromley et al. [11] laid the
foundation for metric learning, which was later extended by
Schroff et al. [4] introduced the triplet loss in the FaceNet
model for face recognition, while Hermans et al. [5] demon-
strated its effectiveness for person re-identification tasks.

In RS, triplet networks have been explored for RS image
retrieval. Hoffer and Ailon [12] applied triplet learning for
visual similarity, and Cao et al. [13] proposed a deep metric
learning framework tailored for RS archives,while Demir
and Bruzzone [1]introduced an active learning method for
relevance feedback in RS CBIR. Sumbul et al. [14] introduced
the DAS-RHDIS model that selects informative triplets for
multi-label RS retrieval. These approaches demonstrated the
potential of triplet loss in RS CBIR, but primarily rely on
a fixed margin formulation.Furthermore, the introduction of
large-scale multi-label archives such as BigEarthNet [15] has
emphasized the need for retrieval methods capable of handling
diverse and co-occurring land-cover categories in realistic
remote sensing scenarios.

However, fixed-margin triplet loss suffers from the zero-
loss problem, where many triplets contribute no learning
once they satisfy the margin constraint thereby slowing down
training [7], [8]. This is particularly problematic in multi-
label RS image archives, where partial label overlaps are
common. For instance, an image labeled with [’buildings’,
’cars’] may be semantically close to one labeled only with
[’cars’], which makes fixed-margin decisions ambiguous. In
such scenarios, using a static margin can misrepresent the fine-
grained semantic relationships among images.

To address these limitations, Ha and Blanz [16] proposed
an adaptive margin triplet loss for image ranking tasks. Their
approach adjusts the margin for each triplet based on percep-
tual differences, improving training stability and eliminating
the need for complex triplet mining strategies. While their
focus was on aesthetic and similarity rating archives, the
core concept of dynamically adapting margins supports our
motivation.

Building on these ideas, our proposed method introduces a
hardness-aware adaptive margin strategy specifically designed
for multi-label RS image retrieval. Unlike prior methods such
as TNDML [12], RSDML [13], and DAS-RHDIS [14], our
approach adapts the margin based on triplet hardness, enabling
the model to focus on informative examples while ignoring
trivial ones, leading to improved feature discrimination in
complex multi-label RS scenarios.

III. METHODOLOGY

A. Problem Formulation

Let X = {Xi}Mi=1 denote a set of M RS images, where each
image Xi is associated with a set of multiple labels Yi ⊆ C,
where C is the set of possible labels from the image archive.
Given a query image Xq , our objective is to retrieve the top-k
semantically similar images from the archive based on their
similar semantic characteristics. We propose a novel triplet-
based training framework, where each training unit consists
of a triplet (A,P,N): an anchor image A, a positive image
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Fig. 2. Block diagram of the proposed multi-label adaptive margin triplet training framework.

P (with overlapping labels), and a negative image N (with
minimal or no label overlap). The core of our method is an
adaptive margin triplet loss that dynamically adjusts based
on triplet hardness, thus improving discriminative embedding
learning for multi-label image retrieval. The architecture of the
proposed framework is illustrated in Fig. 2, which focuses on
the triplet-based learning process with an adaptive margin loss.
The proposed framework integrates mainly three modules:
i) multi-label triplet sampling; ii) shared weight triplet deep
neural network and iii) computation of an adaptive margin
triplet loss which obtains a triplet hardness estimation and
adaptive margin computation. These modules are detailed in
the following sub-sections below.

B. Multi-label Triplet Sampling

In multi-label archives, each image Xi is associated with a
set of labels Yi ⊆ C, where C represents the set of possible
classes. To construct effective triplets for metric learning, we
employ label-based similarity approach to select appropriate
positive and negative samples. Given an anchor image A
with label set YA, we define semantic similarity between two
images Xi and Xj based on their label sets Yi and Yj using
the Jaccard similarity coefficient as:

Sim(Xi, Xj) =
|Yi ∩ Yj |
|Yi ∪ Yj |

(1)

A positive image P is selected such that its label similarity
with the anchor satisfies the constraint as:

Sim(A,P ) =
|YA ∩ YP |
|YA ∪ YP |

≥ τp (2)

ensuring that the anchor and positive share a sufficient number
of labels. Similarly, a negative image N is selected such that:

Sim(A,N) =
|YA ∩ YN |
|YA ∪ YN |

≤ τn (3)

indicating low or no label similarity with the anchor. Here, τp
and τn are pre-defined similarity thresholds that determine the

minimum required semantic overlap for a positive pair and the
maximum allowable overlap for a negative pair, respectively.
In our experiments, we set τp = 0.5 and τn = 0, as detailed
in Section IV. This sampling strategy ensures that positive
and negative examples are selected based on actual semantic
overlap, making the triplet structure suitable for multi-label
image retrieval tasks.

C. Triplet Hardness Estimation

Given a sampled triplet (A,P,N), we extract deep embed-
dings fA, fP , and fN using an appropriate CNN backbone
network. We then compute the Euclidean distances between
Anchor-Positive and Anchor-Negative image as:

dAP = ∥fA − fP ∥2, dAN = ∥fA − fN∥2 (4)

Here, dAP represents the distance between the anchor
and the positive sample in the embedding space, and dAN

represents the distance between the anchor and the negative
sample. These distances quantify how similar or dissimilar the
samples are in the learned feature space. The triplet hardness
(h) is defined as:

h = dAP − dAN (5)

A high positive h value indicates a hard triplet, where the
negative is closer to the anchor than the positive.

D. Adaptive Margin Computation

To effectively weight triplets based on their hardness, we
propose a dynamic margin as:

madaptive = α+ β ·max(0, h) (6)

where α is a base margin and β is a scaling factor that
determines how much the margin increases for harder triplets.



E. Adaptive Triplet Loss

The proposed loss function incorporates the adaptive margin
as:

Ladaptive = max (0, dAP − dAN +madaptive) (7)

This encourages the model to focus on hard and informative
triplets while suppressing trivial ones, effectively mitigating
the zero-loss issue in conventional fixed-margin approaches.

F. Retrieval Process

Once the model is trained, semantic embeddings are ex-
tracted for both query and test images. Retrieval is performed
by computing the cosine similarity between the query embed-
ding (fq) and all test embeddings (fi):

Simcos(fq, fi) =
fq · fi

∥fq∥∥fi∥
Where:
• fq = embedding of the query image.
• fi = embedding of the i-th test image.
• fq · fi = dot product between the query and test image

embeddings.
• ∥fq∥ = L2 norm (Euclidean norm) of the query embed-

ding.
• ∥fi∥ = L2 norm of the test image embedding.
Cosine similarity measures the cosine of the angle between

the two embeddings. A value close to 1 indicates high sim-
ilarity, 0 indicates no similarity, and -1 indicates complete
dissimilarity.

IV. DATASET DESCRIPTION AND DESIGN OF
EXPERIMENTS

A. Dataset Description

To evaluate the performance of the proposed novel approach
to multi-label adaptive triplet learning for RS image retrieval,
we conducted experiments on two benchmark multi-label RS
archives: a selected subset of the MLRSNet [9] archive and
a multi-label annotated version of the UCMerced [10] Land
Use archive. The MLRSNet archive is a large-scale RS image
archive originally consisting of over 100,000 images labeled
with up to 13 labels per image across 60 categories. The labels
in MLRSNet were generated by combining existing land-
cover maps and GIS information with high-resolution Google
Earth and Bing Maps imagery, followed by manual verification
by experts to ensure accuracy [9].For our experiments, we
selected a subset containing 15 representative classes: airplane,
bare-soil, buildings, cars, chaparral, court, dock, field, grass,
mobile-home, pavement, sand, sea, ship, and tanks. The se-
lected subset contains 30,000 images, each resized to 256×256
pixels. These images are collected from Google Earth and Bing
Maps and represent diverse land-cover types with high intra-
class variability and frequent label co-occurrence, making the
archive well-suited for evaluating multi-label CBIR systems.
The spatial resolution of the images varies, but typically each
pixel corresponds to a few meters on the ground, depending
on the altitude and sensor used during the image acquisition.

Fig.3 shows an example of images from the MLRSNet with
the associated multilabel annotations.

The second archive is a multi-label version of the
UCMerced Land Use [10] archive, which originally contains
2,100 aerial images evenly distributed among 21 land-use
scene classes. In this study, we use a modified version of
the archive [17] where each image is annotated with one or
more semantic labels, resulting in a total of 17 distinct labels:
airplane, bare-soil, buildings, cars, chaparral, court, dock, field,
grass, mobile-home, pavement, sand, sea, ship, tanks, trees,
and water. Each image in this multi-label variant typically
contains between 1 to 5 labels.The annotations were created
through manual re-labeling by domain experts,extending the
original single-label UCMerced dataset into a multi-label
archive,thereby better capturing object co-occurrence within a
scene The image resolution is 256×256 pixels, and the spatial
resolution of the original aerial images from the UCMerced
archive is approximately 0.3 meters per pixel. This enriched
label set introduces increased complexity due to object co-
occurrence within a scene, allowing for a more realistic
evaluation of multi-label CBIR performance. Fig.4 shows an
example of images from the UCMerced with the associated
multilabel annotations.

airplane, airport,
buildings, cars,
pavement, trees

beach, sand, sea,
water

desert, sand,
chaparral

Fig. 3. Examples of images from the MLRSNet archive and the multilabels
associated with them.

dock, ship, water grass, sand, trees bare soil, cars,
court, pavement,

trees
Fig. 4. Examples of images from the UCMerced Land Use archive and the
multilabels associated with them.

B. Design of Experiments and Sensitivity Analysis

To evaluate the effectiveness of the proposed novel ap-
proach to multi-label adaptive triplet learning for RS image
retrieval model, we considered two CNN architectures as
backbone networks: ResNet18 [18] and DenseNet121 [19].
Data augmentation techniques, including random cropping and



TABLE I
FORMULAS FOR THE EVALUATION METRICS USED IN THIS WORK,

INCLUDING ACCURACY, PRECISION, RECALL, F1-SCORE, AND ANMRR

Performance metric Formula

Accuracy 1
|Xfinal|

|Xfinal|∑
r=1

|Yq∩Yr|
|Yq∪Yr|

Precision 1
|Xfinal|

|Xfinal|∑
r=1

|Yq∩Yr|
|Yr|

Recall 1
|Xfinal|

|Xfinal|∑
r=1

|Yq∩Yr|
|Yq|

F1-score 1
|Xfinal|

|Xfinal|∑
r=1

2·Precisionr·Recallr
Precisionr+Recallr

ANMRR 1
Q

Q∑
q=1

1
Nq

∑Nq
j=1 min(Rq,j ,K+1)−

Nq+1

2

K−
Nq+1

2

horizontal flipping, were applied during training to improve the
model’s generalization. The optimal learning rate was found
to be 0.0001, and the batch size was set to 32. All experiments
were performed on an NVIDIA P100 GPU. The archives used
for training were split into training (80%), validation (10%),
and test (10%) sets.

For quantitative evaluation, we used the following metrics:
Accuracy, F1-score, Recall, Precision, and Average Normal-
ized Modified Retrieval Rank (ANMRR). For each query
image selected from the test set, the top 15 most similar images
were retrieved based on cosine similarity in the embedding
space. Precision, Recall, and F1-score are computed using
sample-based averaging as implemented in scikit-learn [20],
while ANMRR follows the retrieval evaluation formulation
widely adopted in recent remote sensing studies [21]. The
mathematical definitions of these metrics are summarized in
Table I. Here, Xfinal denotes the set of all test queries, Yq is
the label set of query image Xq , and Yr is the label set of the
retrieved image Xr. For ANMRR, Rq,j is the rank of the j-th
relevant image for query Xq , Nq is the number of relevant
images, K is the cutoff rank, and Q is the total number of
queries.

To implement the triplet loss effectively, we used a label-
based similarity measure defined in Equation 1. For the triplet
selection, a positive image was defined based on the condition
in Equation 2, where we set the similarity threshold to τp =
0.5, ensuring that the anchor and positive share a sufficient
number of common labels. Conversely, a negative image was
selected according to Equation 3, with a threshold τn = 0,
indicating low or no label similarity with the anchor.

We conducted a sensitivity analysis on the adaptive mar-
gin parameters α and β using ResNet18 and DenseNet121
as backbone networks, evaluated on the UCMerced and
MLRSNet archives. The experiments were performed with α
values of 0.3, 0.5, and 0.7, and β values of 0.1, 0.2, and
0.3. For each α–β combination, we plotted the validation
loss against training epochs to assess the effect of the margin
parameters on model convergence.

For ResNet18 trained on the UCMerced archive, the optimal
performance was observed with α = 0.7 and β = 0.1, showing

Fig. 5. Optimal values for α and β for ResNet18 network using UCMerced.

the lowest validation loss and better convergence behavior.
Figure 5 illustrates these results, highlighting the influence
of the adaptive margin parameters on training stability and
retrieval performance.

V. EXPERIMENTAL RESULTS AND DISCUSSION

In this section, we evaluate the performance of the pro-
posed multi-label adaptive triplet learning model on both the
MLRSNet and UCMerced Land Use archives using quantita-
tive metrics and qualitative retrieval examples.

We first investigate the impact of different backbone net-
works on the performance of our approach. To this end, we
conduct experiments using two widely used deep learning
architectures: ResNet18 [18] and DenseNet121 [19]. The per-
formance metrics obtained for both archives are summarized
in Table II. It can be observed that DenseNet121 performs
slightly better on the MLRSNet dataset, while ResNet18
achieves a clear performance gain on the UCMerced archive
across all evaluation metrics. This indicates that the effec-
tiveness of the backbone network may vary with dataset
characteristics; however, ResNet18 shows better generalization
and consistency, and is therefore adopted as the backbone
network for all subsequent experiments.

We further compare our proposed multi-label adaptive
triplet learning approach with existing state-of-the-art methods
including TNDML [12], RSDML [13], and DAS-RHDIS [14].
Among these, all three approaches employ triplet-based deep
metric learning frameworks using a fixed-margin triplet loss
strategy. In contrast, our approach introduces an adaptive-
margin formulation, which dynamically adjusts the margin
based on triplet hardness. This adaptive mechanism provides
greater flexibility in handling the semantic overlap present
in multi-label RS image archives. Table III shows that the
proposed method achieves superior performance compared to
all baseline models on the UCMerced archive. These results
demonstrate the effectiveness of adaptive margin formulation
in enhancing retrieval performance over conventional fixed-



TABLE II
PERFORMANCE METRICS WITH VARYING BACKBONE NETWORKS IN PROPOSED METHOD.

Archive Backbone Network Accuracy (%) Precision (%) Recall (%) F1-Score (%) ANMRR (%)

MLRSNet
DenseNet121 69.8 76.1 78.1 75.9 0.21

ResNet18 67.6 77.7 75.5 74.9 0.21

UCMerced
DenseNet121 56.2 60.9 65.3 61.4 0.33

ResNet18 74.5 77.8 82.0 78.7 0.27

TABLE III
COMPARISON OF OUR PROPOSED APPROACH USING RESNET18

BACKBONE NETWORK WITH STATE-OF-THE-ART METHODS ON THE
UCMERCED ARCHIVE.

Method Accuracy
(%)

Precision
(%)

Recall
(%)

F1
Score
(%)

TNDML [12] 44.0 52.6 55.8 54.2
RSDML [13] 48.4 56.3 61.9 59.0
DAS-RHDIS [14] 56.8 65.3 70 67.5
Proposed Approach 74.5 77.8 82.0 78.7

margin approaches. Thus, we can observe that the proposed
approach considers the rich semantic embeddings found in
the label information that is utilized to improve the retrieval
performance.

Qualitative retrieval results are illustrated in Figure 6,
showcasing the top retrieved images for randomly selected
queries from the UCMerced archive. As observed, our pro-
posed method retrieves semantically relevant images even in
the presence of intra-class variation and inter-class similarity.
This highlights the robustness and discriminative power of
the learned embeddings, further confirming the utility of the
adaptive margin strategy in RS image retrieval tasks.

VI. CONCLUSION

In this study, we propose a novel multi-label adaptive
triplet learning approach for CBIR in RS image archive.
The proposed method introduces an adaptive margin-based
triplet training strategy that adjusts the margin dynamically,
addressing the limitations of traditional fixed-margin triplet
loss by ensuring hard triplets are given higher importance
during the learning process. We evaluated the proposed method
on two benchmark archives, UCMerced and MLRSNet, using
DenseNet121 and ResNet18 as the backbone networks. The
experimental results demonstrate that the adaptive margin
approach significantly improves retrieval performance, en-
hancing the discriminative power of feature embeddings. This
method effectively handles the challenges of multi-label RS
image retrieval, where intra-class variation and inter-class sim-
ilarity can be high. Overall, our proposed method outperforms
existing state-of-the-art methods in both accuracy and retrieval
performance, making it a promising solution for CBIR in RS
applications.

Query Image 1st 10th 15th
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sand, trees
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Fig. 6. Qualitative results of the proposed approach using ResNet18 trained
on the UCMerced archive. The 1st, 10th, and 15th retrieved images are
shown with their predicted labels.
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